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ABSTRACT
We propose an automatic segmentation method for both lu-
men and media in IntraVascular UltraSound (IVUS) images
using a deep convolutional neural network (CNN). In contrast
to previous approaches that broadly fall under the category of
labeling each pixel to be either lumen, media or background,
we propose to use a structurally regularized CNN via wavelet-
based subband decomposition that directly predicts two el-
lipses that best represent each of lumen and media segments.
The proposed architecture significantly reduces computa-
tional complexity and offers better performance compared to
recent techniques in the literature. We evaluated our network
on the publicly available IVUS-Challenge-2011 dataset using
two performance metrics, namely Jaccard Measure (JM) and
Hausdorff Distance (HD). The evaluation results show that
our proposed network outperforms the state-of-the-art lumen
and media segmentation methods by a maximum of 8% in
JM (Lumen) and nearly 33% in HD (Media).

Index Terms— Intravascular Ultrasound, Convolutional
Neural Networks, Wavelets, Image Segmentation

1. INTRODUCTION

IntraVascular UltraSound (IVUS) is a catheter-based imaging
technology for the visualization of an artery interior and has
become the most effective imaging modality for the diagnosis
of cardiovascular diseases. IVUS images are acquired by in-
serting the catheter into the artery, and pulling back the ultra-
sound transducer in the catheter at a constant speed [1]. Gen-
erally, the arteries are characterized by two distinct borders.
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The lumen border that corresponds to the lumen-wall inter-
face and the media-adventitia border [2]. The segmentation
of the lumen and media in IVUS images is the first step to-
wards evaluating the morphology of a vessel and the identifi-
cation of possible atherosclerotic lesions. It is not only crucial
for quantitative analysis of the vessel walls and atheroscle-
rotic plaque characteristics, but is also necessary for gener-
ating 3D reconstructed models of the artery [3]. One of the
main challenges of lumen and media segmentation is the pres-
ence of various artifacts in the IVUS images, e.g., existence of
plaques, guide-wire artifacts, stent, shadow artifacts, bifurca-
tions, side vessels and discontinuity at 0 deg Cartesian [4].
In addition, the presence of speckles, various artifacts and
plaques in the image increase the difficulty of lumen and me-
dia segmentation.

For the last twenty years, scientists have proposed sev-
eral (semi-)automated approaches to segment lumen and me-
dia jointly or individually. Traditional computer vision meth-
ods include gradient-based methods [3], [5], [6], and active
contour-based methods [7]. See [4] for a comprehensive re-
view of such approaches. However, these approaches are of-
ten affected by speckles, shadowing and artifacts of IVUS im-
ages. More recent methods such as probabilistic-based tech-
niques involve a number of clustering/classification strategies
in machine learning and are more robust. In [8], the lumen
contour is searched by the deformation of a parametric curve.
Similarly, in [9], a support vector machine is used to assign
likelihoods of pixels belonging to an arterial region. In [10],
the K-means algorithm with subtractive clustering is imple-
mented for lumen segmentation, while in [11], a combined
method for lumen segmentation is proposed. In [12] a multi-
domain fully convolutional network is proposed for accurate
anatomical structure segmentation.

Deep neural networks (DNNs) are known to outperform
the traditional methods on many computer vision tasks. Sev-
eral deep architectures [12]–[17] have been used for IVUS
image segmentation. In particular, with the development of
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Fig. 1. Structurally regularized CNN architecture via subband decomposition, parametrized by input dimensions (a×b), number
of subbands K, number of convolutional layers per subband I , number of FC layers N , and a pair of five output classes each
representing an ellipse, one for lumen and the other for media. Transform uses High-Pass (HP) and Low-Pass (LP) filters and
decimation of 2.

convolutional neural networks (CNNs) and end-to-end seg-
mentation architectures [18], deep learning has become an
appealing approach for image segmentation. An architec-
ture with two sparse auto-encoders and one softmax classi-
fier was proposed in [13]. The original images are first fil-
tered through the mean filter and then the region of interest
(ROI) is extracted by connecting the brightest pixels in ev-
ery radial direction. In [19], the VGG16-Net [19] is com-
bined with U-Net [20]. The new architecture consists of a
VGG16-based encoder and a U-Net decoder and it was shown
to outperform its predecessors [14]. IVUS-Net [15] is an-
other U-Net-like architecture for lumen and media-adventitia
segmentation giving state-of-the-art results. The main differ-
ence between IVUS-Net and basic U-Net is that in addition
to a main branch, IVUS-Net also has a “refining branch” for
each encoder and decoder block that extracts features at dif-
ferent scales. SUMNET [16] is inspired by U-Net [20] and
SegNet [21]. Compared to SegNet, SUMNET transfers not
only the pooling indices but also the entire feature map in
the encoder to the corresponding decoders. Kim et al. [17]
propose a multi-scale fully convolutional neural network for
segmenting lumen and media from IVUS images. The main
difference from U-Net is that this work has multi-scale inputs
and outputs.

The above DNN-based methods treat the segmentation
problem in IVUS images as a classification task of classify-
ing each pixel into lumen, media or background. As a result,
the identified lumen and media regions often have very irreg-
ular shapes. However, according to [3] and [7], the shape of
the lumen and media regions of the blood vessel is very sim-
ilar to a conic section. For that reason, DNN-based methods
are often augmented with a post-processing step that fits el-
lipses [3] to the segmented lumen and media regions. This
extra step significantly improves the segmentation results but

is computationally intensive and increases the latency in pro-
cessing.

In this paper, we propose to integrate the post-processing
stage directly into the IVUS segmentation DNN. In contrast to
previous approaches, the proposed DNN does not label each
pixel as lumen, media or background. Instead, it directly pre-
dicts the ellipses that best represent the lumen and media seg-
ments of the image. The predicted ellipses, one for each lu-
men and media segmentation, are each represented by five
parameters. As a result, we are able to eliminate the need for
a decoder and we need only an encoder to predict the ellipses’
parameters. As the basis for our DNN we use the subband-
based CNN of [22]. Overall, our approach results in signifi-
cant reduction in computation requirements for both training
and inference.

The paper is organised as follows. In Section 2 we de-
scribe the proposed architecture and discuss its properties. In
Section 3 we describe the experimental setup and results. We
conclude this paper in Section 4.

2. PROPOSED ARCHITECTURE

The proposed architecture is shown in Figure 1. It has three
stages: A wavelet decomposition front-end, a bank of CNNs,
and a sequence of fully connected layers. The input is a grey-
scale IVUS image and the output is a pair of ellipses: one for
the lumen contour and the other for the media contour. Each
ellipse is encoded by five parameters: (1) the X-axis radius;
(2) the Y-axis radius; (3) the orientation or tilt of the ellipse
in radians; (4) the center of X-axis; (5) the center of Y-axis.

The incorporation of the wavelet decomposition front-end
is motivated by earlier, non-neural network based work [23],
[24], showing that wavelets perform well in segmenting lu-



men and media on IVUS images. So, in our proposed ar-
chitecture, at the first stage, the input image is decomposed
into subbands through a 2D discrete wavelet transform (2D-
DWT). We have chosen the Daubechies (D2) family of basis
functions for the DWT [25].

A crucial part of the proposed CNN architecture is the
second stage where each of the subbands is separately pro-
cessed by individual CNNs. The decomposed subbands
are critically sampled and band-limited before they are pro-
cessed. The field of view of each CNN is hence restricted
to a dedicated subband, making each CNN indifferent to the
rest of the subbands. Therefore, each of the CNNs cannot
learn sample-specific features present in the entire spectrum
of the input. Thereby, the structure is endowed with a form
of structural regularization which in combination with weight
regularization within each CNN, is particularly helpful in
problems where the training set contains a small number of
images as in the problem at hand. The benefits of using these
two stages for a general image classification task have been
demonstrated in [22].

The post-processing of segmentation data of lumen and
media to best fit an ellipse is well-accepted in the literature [3]
and is known to significantly improve the segmentation per-
formance. In the proposed architecture, the ellipse-fitting task
is promoted from a mere post-processing step to an integral
part of the architecture, and is performed directly via process-
ing the output of the second stage by a chain of fully con-
nected layers. The direct prediction of two ellipses that best
fit the lumen and media contours, brings two important advan-
tages: First, predicting the parameters representing an ellipse
is a much simpler task compared to identifying and segment-
ing each pixel. Second, by feeding in error calculated from
the representing ellipses we directly incorporate the output
of post-processing into the training process of the neural net-
work, improving its effectiveness.

Figure 2 depicts the process of extracting the ellipses’ pa-
rameters used in training with the proposed architecture. The
image on the left reflects the ground truth marking of lumen
and media contours of an IVUS image. We use the direct least
squares fitting of ellipses as described in [26] to best fit an el-
lipse that best represent the labeled contours of lumen and
media (center image). These parameters of this best fitting
ellipse are compared with the predicted ellipse parameters in
determining the squared `2 norm of the error used in back
propagation algorithm during training.

Our architecture drastically reduces computation cost as
it bypasses the decoder and costly post-processing neeeded
in the case of an auto-encoder based solution that labels each
pixel to either lumen, media or background. In addition,
the subband decomposition structure also reduces the overall
computational cost. Specifically, the decomposition reduces
the input spatial dimension along rows and columns by 2M

each, where M is the number of input decomposition lay-
ers. The total reduction of input dimension is effectively

Fig. 2. Left to right: The first images shows the IVUS seg-
mented image. The second image is ellipse fitting and the
third shows the ellipse parameters that best fit Lumen and Me-
dia contours.

on the order of 4M for two-dimensional input data such as
images. In a CNN, the convolution operation accounts for
the bulk of computations. The total computation cost de-
pends super-linearly on the size of the convolution filters [27]
and the sample point counts per dimension, all of which are
significantly reduced in our case.

3. EXPERIMENTAL SETUP AND RESULTS

3.1. Methodology and Training

3.1.1. Dataset

We use the IVUS-Challenge-2011 dataset [4] from the Uni-
versity of Barcelona. Images in this dataset are IVUS gated
frames using a full pullback at the end-diastolic cardiac phase
from 10 patients. Since the training set contains only 109 im-
ages, which is relatively small for training a DNN, image aug-
mentation is applied to generate more data. The augmentation
involves two parts. First, all images as well as their labels in
the training set are: (1) flipped left to right; (2) flipped upside
down; (3) flipped left to right then upside down; (4) rotated
randomly from −45 to 45 deg. Then, all generated data are
corrupted by additive Gaussian noise with mean 0 and vari-
ance 0.2 × 255. To train our network, we use the parameters
described in [22]. We do not implement the softmax layer
at the end and the output vector is of dimension 5 × 1 × 2.
Further, the inputs are scaled using bi-linear interpolation to
dimension 224 × 224 × 1. The single channel color corre-
sponds to the greyscale nature of the IVUS dataset.

3.1.2. Benchmarks

We evaluate our model against five benchmarks: (i) U-
Net [20]; (ii) IVUS-Net [15]; (iii) Inception+U-Net which
is an auto-encoder network with Inception-v1 [28] as the en-
coder and the decoder section from U-Net, followed by post-
processing as described in [3]; (iv) Residual-Inception+U-Net
which is similar to (iii) with the exception of adding residual
connections to the Inception network; (v) GCN+U-Net which
is similar to (iii), but it uses the GCN architecture in [22] for
the auto-encoder.



Fig. 3. Lumen and media segmentation results. Ground truth as marked by clinical experts indicating lumen and media is
shown in blue and red, respectively. Predicted ellipses indicating lumen and media are shown green and cyan, respectively.

The Adam optimizer [29] is used to train the models. The
three parameters of Adam, µ, ν and ε, are set to 0.9, 0.999 and
10−8, respectively, as suggested in [29]. The weighted cross
entropy is chosen as the loss function with the weight set to
8 [30]. A random 90-10 splitting strategy is used for training
and validation, meaning that 90% of the data before augmen-
tation is randomly picked to train the model and the remain-
ing 10% of the data is used for validation during the training
process. For each benchmark architecture, two models are
trained for lumen and media segmentation, respectively. The
two models share the same hyper-parameters. A grid search
strategy is applied for tuning the hyper-parameters: learning
rate, batch size and number of epochs. For the benchmark
models (iii), (iv) and (v), a learning rate of 10−4, batch size
of 6, 96 epochs and a depth of 4-level (4 encoding blocks, 3
decoding blocks) have been used. The weights in the bench-
mark models of (iii), (iv) and (v) are initialized as indicated
in [31].

3.1.3. Training

The proposed model is trained using the stochastic gradient
descent over 1000 epochs. We use a batch size of 8, batch nor-
malized, randomly picked images per mini batch, momentum
of 0.9 and weight decay of 0.0005 [22].

We update the weights W k
i and momentum V k

i at the ith

layer and kth subband by

W k
i (l + 1) =W k

i (l) + V k
i (l + 1) (1)

V k
i (l + 1) = 0.9V k

i (l)− 0.0005 εW k
i (l)− ε

∂L

∂w

∣∣∣∣
Wk

i (l)

(2)

where l is the iteration index, ε is the learning rate, and
∂L
∂W

∣∣∣
Wk

i (l)
is the average over the lth batch of the derivative

of the objective function with respect to W k
i , evaluated at

W k
i (l). The same equations are used to update the weights

in the fully connected layers. We use the `2 loss function,
as mentioned earlier, and initialize the learning rate to 0.01
and all biases to 1, while we initialize the weights by drawing
from a Gaussian distribution with zero mean and a standard
deviation of 0.01.

3.1.4. Performance metrics

We quantify and compare the segmentation results using the
Jaccard Measure (JM) and Hausdorff Distance (HD) [4]. The
Jaccard measure is calculated as the ratio between the size of
the intersection and the size of the union of the regions corre-
sponding to the automatic and manual (ground truth) segmen-
tation. JM assesses the overlap of the region identified by an
automatic method with respect to the corresponding manual
delineation. HD assesses the closeness of the two contours,
and is defined as the maximum distance between any pixel
in the predicted segment contour and any pixel in the manual
contour.



Table 1. Comparison of JM and HD of lumen and media
segmentation.

JM HD
Lumen Media Lumen Media

U-Net [20] 0.8642 0.8355 0.218 0.3595
IVUS-Net [15] 0.8778 0.8746 0.21 0.422
Inception + U-Net
+ Post-Processing 0.8364 0.8344 0.2848 0.4638

Residual Inception + U-Net
+ Post-Processing 0.8228 0.832 0.2968 0.4759

GCN + U-Net
+ Post Processing 0.854 0.8576 0.2389 0.446

Subband CNN-Wavelet
(4 layer decomposition) 0.895 0.881 0.217 0.358

3.2. Results

Table 1 shows the segmentation results of the proposed and
benchmark architectures. The bold values represent the best
result for each metric (JM and HD). The proposed segmen-
tation method outperforms the benchmarks in both JM and
HD metrics in most cases. Only the IVUS-Net [15] outper-
forms our architecture by a very narrow margin of 0.007 HD
in the case of lumen. Importantly, the proposed architecture
drastically reduces the network size by moving from an auto-
encoder style architecture to just the encoder. Hence, we ob-
tain both improved performance and a drastic reduction in
computational resources.

Figure 3 shows representative examples of the predicted
ellipses by the proposed architecture for lumen and media
contours on the IVUS test dataset. Visually, the predicted el-
lipses match very closely the manually identified lumen and
media contours for images that are easier to segment as seen
in the upper row of the figure, whereas in the lower right sec-
tion, the images are relatively harder to segment even manu-
ally, but still the predicted ellipses are a good approximation
of the same.

4. CONCLUSIONS

In this paper, we proposed a CNN architecture that is struc-
turally regularized via wavelet-based subband decomposition
for lumen and media segmentation in IVUS images. Our pro-
posed architecture extracts the contours of the lumen and me-
dia segments from the IVUS images by directly estimating
ellipses that best describe these contours. The proposed archi-
tecture marks a departure from the pixel-by-pixel segmenta-
tion using an auto-encoder approach that underlies most DNN
IVUS segmentation architectures. To the best of our knowl-
edge, it is the first deep learning architecture that uses only the
encoder structure to directly predict an ellipse representing
the lumen and media contours in a given IVUS image. Our
architecture produces results that are very close to the gold
standard, and outperforms most of the well known architec-
tures in the literature. Importantly, our method outperforms

previous techniques even when they use a post-processing
stage of ellipse-fitting on the pixel-by-pixel prediction of lu-
men, media and background regions. This highlights the ben-
efits of training by directly minimizing the error after ellipse-
fitting rather than minimizing the error at the output of the
auto-encoder before post-processing. Any of the known CNN
networks could potentially be used in the encoder section to
predict the parameters of the ellipse, however, the wavelet-
based subband decomposed CNN provides better regulariza-
tion which is an important factor when dealing with datasets
like IVUS that contain very few images.
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